EUGene:  A Conceptual Manual

D. Scott Bennett


Allan C. Stam

Department of Political Science
Department of Political Science

The Pennsylvania State University
Yale University

107 Burrowes Building

124 Prospect St.

University Park, PA 16802-6200
New Haven, CT 06520-8301

Tel: 814-865-6566


Tel: 203-432-6220

Fax: 814-863-8979


Fax: 203-432-6196

Email: sbennett@psu.edu

Email: allan.stam@yale.edu 

 International Interactions 26:179-204.  (forthcoming)

Abstract:  The study of international relations using quantitative analysis relies, in part, on the availability of comprehensive and easily manipulable data sets.  To execute large-n statistical tests of hypotheses, data must be available on the variables of interest, and those data must be manipulated into a suitable format to allow the inclusion of appropriate control variables as well as variables of central theoretical interest.  This paper introduces software designed to eliminate many of the difficulties commonly involved in constructing large international relations data sets, and with the unavailability of data on expected utility theories of war.  In order to solve these two problems, we developed EUGene (the Expected Utility Generation and Data Management Program).  EUGene is a stand-alone Microsoft Windows based program for the construction of annual data sets for use in quantitative studies of international relations.  It generates data for variables necessary to incorporate key variables from implementations of the so-called “expected utility theory of war” into broader analyses of international conflict.  EUGene is also designed to make building international relations data sets simple.  It accomplished this by automating a variety of tasks necessary to integrate several data building blocks commonly used in tests of international relations theories.
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INTRODUCTION

The study of international relations using quantitative analysis relies on the availability of comprehensive and easily manipulable data sets.  While seemingly trivial, this statement highlights one of the many technical hurdles IR scholars face.  To execute large-n statistical tests of hypotheses, data must be available on the variables of interest, and those data must be manipulated into a suitable format to allow the inclusion of appropriate control variables as well as variables of central theoretical interest.  Frequently, however, the process of preparing data sets for analysis is cumbersome, particularly data sets with many cases and with variables that come from a variety of sources.  Frequently control variables are excluded from analysis, not for theoretical or statistical reasons, but simply because cumbersome data manipulation tasks preclude optimal test design.  The somewhat daunting task of preparing large data sets can have the effect of turning scholars into technicians for substantial periods of time rather than remaining focused on theory development and research design improvements.  Alternately, for many scholars the barrier to entry into the realm of quantitative research is sufficiently high to preclude any sophisticated analysis at all.    

One of the most important theories for which data have not been available for testing, either as a theory of interest or as an essential control variable, is the so-called expected utility theory of war (Bueno de Mesquita, 1981, 1985; Bueno de Mesquita and Lalman, 1992).  While being one of the most important current theories of international conflict, Bueno de Mesquita’s variant of expected utility theory has until recently only been tested on a small set of cases.
  This is because expected utility data have not been available for all dyads and over the full time span of most other international relations data sets (1816 through the 1980s or 1990s, depending on the data set).  Replication of Bueno de Mesquita’s data has been slow, in part because of substantial barriers inherent in replicating data construction algorithms and finding adequate computational capacity for creating these data.  Perhaps just as importantly, none of the tests of other theories (democratic peace, power transition, arms races, etc.) has been able to include controls for the measures that Bueno de Mesquita claim to be powerful predictors of interstate conflict.  Several of these measures may be correlated with the other variables of interest, potentially introducing substantial omitted variable bias in much of the recent quantitative work on war and dispute initiation.

This paper introduces software designed to eliminate many of the difficulties commonly involved in constructing large international relations data sets, and to make available complete data on Bueno de Mesquita and Lalman’s most recent version of the so-called expected utility theory of war.  We have developed EUGene (the Expected Utility Generation and Data Management Program) in order to solve these two problems.  EUGene is a stand-alone Microsoft Windows based program for the construction of annual data sets for use in quantitative studies of international relations.  It generates the data needed to incorporate key variables from Bueno de Mesquita and Lalman’s work (1992) into broader analyses of international conflict.  EUGene’s purpose is to make the construction of international relations data sets simple.  It accomplishes this by automating a variety of tasks necessary to integrate several data building blocks commonly used in tests of international relations theories.  

Users of the program simply specify the type of data set they would like to create by selecting from a series of drop-down menus.  Choices include the unit of analysis, population of cases, variables to include, and output format.  The program assembles a data set according to these user specifications and outputs it for analysis in other statistical software packages.  The program also creates command files that make reading the data into other statistical programs automatic.  Users of EUGene do not need to be able to write a single line of computer code in order to merge data, read data from input files of varying formats, or convert data into common units of analysis.  By reducing the time necessary to carry out routine data set construction tasks, EUGene allows users to proceed more rapidly to the analysis stage, and allows scholars to spend more time on theory development and on asking new research questions than on data management.  Below, we describe EUGene, its functions and operation, and key details of its data generation algorithms.  EUGene is available as freeware from the American Political Science Association Conflict Processes Section’s home page at http://wizard.ucr.edu/cps/eugene/eugene.html.

SIMPLIFYING DATA MANAGEMENT

The first of EUGene’s two major goals is to facilitate analysis in international relations by minimizing the relatively unproductive time scholars must spend on routine tasks of data set construction and manipulation.  An obvious but critically important first step in any quantitative data analysis is to create an accurate and appropriate data set.  Such data set construction is frequently an onerous and time-consuming task.  EUGene serves as a tool to facilitate and simplify the process of merging and creating data sets in international relations, especially data sets created with the directed dyad-year as the unit of analysis.  Scholars have increasingly come to use data sets based on the dyad-year to conduct quantitative analyses.  This is because dyadic interaction lies at the heart of strategic international behavior, and because it is possible to combine explanations from multiple levels of analysis in one quantitative study.  In particular, directed dyad-year studies can include variables from the individual level (e.g., polity type), dyadic level (e.g., balance of forces, distance), and system level (e.g., polarity, system uncertainty) in studies of conflict (see, e.g., Bremer, 1992; Huth, Bennett, and Gelpi, 1992; Huth, Gelpi, and Bennett, 1993; Maoz and Russett, 1993; Oneal and Russett, 1997; Beck, Katz and Tucker, 1997; Ray and Wang, 1998).
  Most scholars rely on annual data both because data are widely available at this level of temporal aggregation, and because the year represents a natural political break due to budget cycles, electoral cycles, and the presence of winter that in many areas hampers military action.

Unfortunately, several aspects of creating dyadic data sets make the task difficult for many researchers.  On the independent variable side, creating dyadic data sets involves merging data and renaming variables, typically from multiple monadic data sets that require conversion to a dyadic form.  Even before this step, appropriate sets of dyad-years must be created, a task requiring users to create dyads from lists of states while verifying that both members of the dyad are indeed system members when they are coded as dyads.  Given that there are over 1.2 million dyad-years in the international system between 1816 and 1997, this is a task that must be automated, and must be done accurately.  On the dependent variable side, the most common data sets with international conflict events (the Correlates of War Militarized Interstate Dispute data set and Interstate War data set) have not been organized in dyadic form and must be converted into dyadic interactions.   The necessary merges and conversions are not always straightforward, requiring users to make important decisions about coding that are sometimes not recognized, and serve as a significant barrier to wider theory development, theory testing, and graduate student training.

Because it has been difficult to easily create quantitative IR data sets that incorporate many variables, scholars have in the past, been forced to spend nearly as much time creating their data sets as they do on theory development and analysis (and sometimes more).  This slows the research process, and sometimes tends to turn researchers into technicians rather than scholars.  EUGene was created as a menu-driven tool for Windows to make data set creation easier, with several specific goals in mind that we detail below.  EUGene allows users to:

· Construct data sets with different units of analysis, and where appropriate convert input data of varying units of analysis to the selected unit, at the click of a button.

· To choose variables for inclusion in final data sets from a variety of input sources without manually writing code to merge various input data.

· To easily select subsets of data based on common criteria such as political relevance, time period, or great power status.

· To make clear the variety of critical but often unstated assumptions about the construction of key dependent variables and the inclusion of problematic cases that go into the construction of international relations data sets, and force users to make informed decisions about these items.

· To facilitate replication by providing a single program for data set creation that will produce the same results for all users, eliminating the problem of hidden or forgotten steps typically encountered when attempting replication. 

Unit of Analysis  

The first choice made by users when creating a new data set in EUGene is the most fundamental of all research design decisions, namely the unit of analysis.  EUGene allows users to choose to create data sets with the country-year, directed dyad-year, directed dispute-dyad, and directed dispute dyad-year as the unit of analysis.
  By selecting these units of analysis, users can examine monadic time-series (by creating a country-year data set), examine dispute initiation from a condition of peace or examine the duration of peace (by creating a directed dyad-year data set), examine the escalation of disputes (by creating a directed dispute-dyad data set), or examine the evolution and duration of disputes over time (by creating a directed dispute-dyad-year data set).

Variables  

EUGene allows users to specify the variables that are to be included in the output data set by clicking on a set of check boxes.  The program as distributed allows users to choose from a set of over 60 variables from several of the most important international relations data sets.  In Table 1 we detail the sources of the data EUGene assembles.  

----------------------
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Users can select from over 60 variables when assembling a data set.  These include Polity III democracy scores and ancillary components (Jaggers and Gurr, 1995), Correlates of War project capability data (Singer, Bremer and Stuckey, 1972), data on interstate distances, tau-b scores, risk attitude data, contiguity data, region, peace years (Beck, Katz, and Tucker, 1997), expected utility values and international interaction game equilibrium predictions (Bueno de Mesquita and Lalman, 1992), and COW Militarized Interstate Dispute data (Jones et al., 1996). The ability to include many variables in the output data set easily makes EUGene useful for scholars pursuing a variety of research agendas, not just those exploring applications of expected utility theory.  For example, variables are available that figure into the democratic peace theory, power transition theory, balance of power theory, and theories of system structure, to name just a few.  

Population of Cases  

EUGene allows users to specify the scope of the output data set as being either all dyads, or one of a number of subsets of countries and years.  Users can specify a particular range of years for output (e.g. just 1945-1992, or 1816-1914), and can select from common subsets of countries (e.g. all dyads, politically relevant dyads, major power dyads, contiguous states, or a user-selected list such as rivals).  Alternatively, users may generate all dyad-years and include variables in the output to allow selection at a later time.  Being able to select these commonly-used subsets of cases allows users to conduct comparative analyses and explore the sensitivity of their results to factors like era or region.

Case Inclusion Criteria and Assumptions  

A variety of other under-discussed issues also arise in the context of creating dyad-year data sets, with most concerning the inclusion or exclusion of cases in a fashion related to the dependent variable and the censoring of cases.  The first issue, mentioned above, is how to deal with years with ongoing militarized disputes.  EUGene allows users to code ongoing dispute years as either dispute initiations or non-initiations for purposes of the dependent variable, but also allows users to either drop or include all dyad-years where the countries begin the year with an ongoing dispute (users may want to drop such cases if they believe that a new initiation would be censored by the ongoing dispute).  

A second issue concerns the treatment of dyads where a state joins into a dispute that is already in progress.  Should joiners be included for analysis in the same way as dispute initiators?  The information conditions faced by joiners into disputes is fundamentally different than the conditions facing the initial participants, suggesting that perhaps the same model that explains dispute initiation will not explain dispute "joining."  So perhaps we should omit joiners from analysis.  EUGene also allows users to include or drop such cases by selecting a check box.  

A final issue concerns "target vs. initiator" directed dyads.  When one state initiates a dispute, it does so against a target state, creating a designated initiator A and target B.  But when A initiates vs. B, it is less than clear how to include the directed dyad B vs. A.  The problem is that A’s initiation may remove B’s ability to initiate a dispute against A in that same year, and we then do not know how to code the “initiation” variable for the B vs. A dyad because it is censored.  EUGene gives users the option to include such target vs. initiator dyads in the data sets it creates, to drop them, or to include them only if there is a subsequent initiation by B vs. A (this would indicate that B in fact did have the opportunity to start a MID against A, and so B’s behavior is not censored).  

Merging and Data Conversion  

One difficulty with building data sets that combine variables is that input data sets frequently come with different units of analysis and in different formats, requiring conversion at a fundamental level in addition to simply merging.  For example, some key IR data sets have the country-year as the unit of analysis (e.g., the Correlates of War national capability data, Gurr Polity data, or data on national risk attitude).  Other data sets (or data constructions) have the dyad as the unit of analysis, such as distance data, the Correlates of War contiguity data set, or data on expected utility.  Still other data sets are distributed in a hybrid form, such as the Correlates of War Militarized dispute data set, which is dyadic and annual in its underlying form but comes distributed as three separate files that must be merged together.  EUGene carries out necessary conversions among the formats, file structures, and differing units of analysis of these data sets as part of the merging process.  For users who wish to merge data themselves, EUGene can also be used to generate a simple set of case identification data (country codes and years) for various subsets of data.  

Dispute Data Conversion to Dyads  

One of the most important data sets for quantitative studies of international relations is the Correlates of War Militarized dispute data set, which is the origin of most dependent variables in recent quantitative international relations studies. The COW project does not distribute these data in a dyadic form.  Converting the data to a dyadic format involves checking states for their involvement as originators or joiners (joiners are states who join ongoing disputes, but are not involved initially), identification as initiators or targets (the initiator is the side of the MID that first crosses the militarized threshold, normally side A in the MID data), and pairing into dyads.  Appropriately pairing states as actual dyads rather than simply participants on opposite sides of a multilateral dispute involves checking to be sure that the states are actually involved on opposite sides at the same time (some simple conversions do not perform this check).  The procedure to make appropriate pairings involves reading data from 3 files, two of which have the dispute as the unit of analysis (one record is contained per dispute), and one of which has the country-involvement as the unit of analysis (one record is contained per state involved in the dispute, per dispute).  Country-dispute-level information in the data set must be matched to the dispute-level data, and multiple country-dispute-level records must be matched to each other to obtain dyadic pairings.  EUGene does this automatically.

Dependent Variable Coding  

EUGene allows users to make critical specifications about how to treat dependent variables created using militarized disputes.  Perhaps the most common dependent variable used in dyadic analyses is the occurrence of a militarized dispute.  However, that "occurrence" may be measured in different ways.  In a directed-dyad setting, the initiation of a dispute is the appropriate coding of dispute.  The COW MID operationalization of initiator in practice is that the initiator is the “first mover,” that is, the state who first crosses the MID threshold and makes the first threat or actual use or movement of forces.  This gains clarity in terms of the temporal ordering of actions while losing any attempt to get at intent.  However, the image of the initiator that first comes to mind when we think about conflict is the predatory state who decides to engage in conflict against a state that wants to remain at peace.  This may or may not be the state that moves first.  EUGene allows users to specify an alternative coding for dispute initiator (which also comes from the MID data set), namely the identity of states as "revisionist" states.  

A second issue of dependent variable coding lies in the treatment of disputes that continue for more than one year.  Within any single dispute, we must choose how to treat ongoing years.  We might separate out ongoing conflict years for separate analysis (and study onset versus continuation), we might treat each subsequent year of an ongoing disputes as an entirely new dispute, or we could drop these observation from our analysis all together.  Precise conceptualization of the dependent variable is necessary to determine which of the choices is best for a particular research agenda.  We argue (e.g. Bennett and Stam, 1999) that only the first year of a new MID should be coded as a dispute initiation, and that subsequent years of multi-year disputes should be dropped (such subsequent years are instances of a new dependent variable, namely dispute continuation).  Others (Oneal and Russett, 1999) conflate continuation and onset and argue that we should code ongoing dispute years as a "1" as well as just the first year.  This coding requires our models to do double duty and predict the continuation as well as the initiation of MIDs.  Analysis has shown that alternative decisions on this coding leads to different empirical findings (Beck and Tucker, 1997).  EUGene allows users to either specify a dependent variable with only the first year of a MID as a dispute initiation, or to code all years of a continuing MID as a dispute.  

Output Format and Use of Other Software  

EUGene is not an analysis program, but rather a data management utility.  As a result, the merged data created by EUGene must be read into and analyzed by other statistical software.  EUGene's output files are created in a uniform format that can be read into any statistical analysis package with ease.  The program provides users options to create data that are tab-delimited (tab characters are placed between values in the data file), space delimited, or comma delimited.  In addition, as it creates data sets, EUGene creates command files to import the data into SPSS, Stata, or LIMDEP.  After creating a data set, users can then have the data up and running in the statistics program of their choice in literally a matter of minutes.  

Data Management Summary  

Overall, by simplifying a number of routine but critical tasks in the creation of data sets for analysis in international relations, and by allowing users to easily make any of a variety of choices critical to the construction of a data set (and in fact by explicitly forcing them to make those choices), EUGene allows analysts to proceed more quickly to the stage of testing theoretical arguments.  By minimizing the time necessary for the later stages of research, it also allows users to spend more time on the critical stage of developing theory as well.  The program's flexibility allows it to be used for multiple research agendas, and further expansions will allow it to be used in projects that we cannot anticipate.  For instance, one planned addition to the program will allow it to read and incorporate user-supplied data sets (rather than just those we provide), and we plan to make add-on data sets available for download and automatic import into the program.  As these data sets become available, the usefulness of the program for a variety of research tasks will increase further.

Data Development: Generating Expected Utility and Risk Attitude Data

EUGene's second major goal is to serve as a computational tool for the creation of expected utility data to apply the so-called expected utility theory of war across time and space.  Bueno de Mesquita and Lalman’s (1992) game-theoretic implementation of an expected utility theory of war is perhaps the best-known application of rational choice theory to the study of international conflict.  By building a game which appears representative of many interactions in international relations, and by directly operationalizing key utility and probability concepts, Bueno de Mesquita and Lalman took the game theoretic analysis of international conflict a step beyond theory to rigorous empirical testing.  However, the testing of the theory conducted has been quite limited until recently because only a small set of expected utility data were available.  EUGene creates the data necessary to better test this key theory.

The critical variables for testing the expected utility theory of war as applied most recently in Bueno de Mesquita and Lalman (1992) are the game-theoretic equilibrium predictions that emerge from the "International Interaction Game" (hereafter, IIG).  Making a prediction of the game's equilibrium at any point in time in turn depends on a variety of input data on national capabilities and alliances, which combine to create estimates of states’ utility for outcomes.  Figure 1 presents the IIG.  Bueno de Mesquita and Lalman provide a complete discussion of the structure of the IIG and the choices in it.  A very general overview is that the game represents an interaction structure between a potential conflict initiator (state A) and a potential target (state B).  The game begins with a choice by state A to issue some type of demand to state B.  If A does not make a demand, then B may make a demand; if neither does, then the outcome of the interaction is the status quo.  If one state does initiate a crisis by making a demand, then at subsequent decision nodes in the game actors A and B alternately make choices about whether to make further demands (escalating the conflict) or not (resulting in some type of settlement).  Each actor makes choices that appear to yield it the greatest expected utility when it looks ahead to the outcome.  The key for purposes of discussing the empirical application of the game is to note the eight possible game outcomes (eight terminal nodes).  Each of these nodes represents a potential final situation in which the members of a dyad might find themselves after they complete their interaction, and each has some analogue in the real world that can be measured.  The eight possible outcomes to the game are 1) a status quo outcome (no dispute, designated SQ in the figure); 2) a challenge resolved by negotiation (Nego); 3) a challenge resolved by state A’s acquiescence (giving in, designated AcqA); 4) a challenge resolved by A’s capitulation (an acquiescence to B’s demand but under the threat of force, Cap​A); 5) a challenge resolved by B’s acquiescence (AcqB); 6) a challenge resolved by B’s capitulation (Cap​B); 7) a war
 initiated by A (WarA); or 8) a war initiated by B (WarB).  Each state expects to receive some utility at each terminal node, resulting in a game with 16 relevant utility values.  

-----------------------
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The states’ utilities for these 8 possible outcomes combine in a non-linear manner to yield a prediction of what the game’s outcome should be in equilibrium, generated either through backward induction or by focusing on a series of propositions that specify what combinations of utility values for the two players yield each outcome in equilibrium (Bueno de Mesquita and Lalman, 1992: 72-92).  Bueno de Mesquita and Lalman develop operationalizations that can yield empirical estimates of states' utilities in any given year, allowing us to estimate the expected equilibrium outcome in any directed dyad-year and compare it to actual events to assess how well the game's prediction correlates with actual behavior.  

Unfortunately, it has been impossible until recently to fully test arguments about the fit of the IIG and the related operationalizations from War and Reason because the data to predict equilibria have been unavailable.  While the IIG is potentially applicable across space and time, Bueno de Mesquita and Lalman only constructed the data necessary to test the theory on a limited subset of 707 dyad-years in Europe (out of over one million possible cases).  These data have not been available because computing the expected utility of all states involves several computationally intensive procedures which until recently needed a fast mainframe computer to be performed. Generating the data to test the theory involves measuring the similarities of dyadic alliance portfolios, individual national capabilities, dyadic distances, states’ risk propensities, and finally predicting third party choices to join conflicts.  Computation of risk propensities in turn involves estimating the hypothetical best and worst security situations in which a state might find itself.  This is a time-consuming computation that involves searching over literally billions of possible alliance patterns in order to find the best and worst security scenarios for each country-year.  Until recently, making the required calculations required a fast mainframe computer. 

Because of the complexity of operationalizing expected utility, Bueno de Mesquita initially developed a software program for the IBM PC known as Tolstoy (Horn 1990) to generate expected utility data.  One of our goals in developing this software was to facilitate the output of data that could be easily transformed into estimates of conflict initiation and escalation probabilities.  However, Tolstoy could not be used to obtain accurate data for the most recent version of expected utility theory developed in Bueno de Mesquita and Lalman (1992) for a wide set of cases.  Largely because of technological limitations existing when it was written, Tolstoy implemented only expected utility calculations as presented in Bueno de Mesquita (1985) and was unable to produce estimates of expected utility for all dyads and time periods.  This program did not solve the problem that there has simply been no way to obtain these data.

EUGene generates expected utility data for any dyad and year for which raw input data is available, and makes the resulting data accessible to researchers.  EUGene is the first software to generate the data needed to test the IIG following the methods developed in Bueno de Mesquita and Lalman (1992) for all dyads and years, starting from first principles.
  EUGene actually has several intended uses vis-à-vis expected utility data.  Most obviously, the availability of complete expected utility and IIG equilibrium predictions allow us to test arguments about the IIG and the expected utility theory of war in a much broader setting.  With data on all dyads available, we can also test previously unexamined arguments about expected utility, for example, with data generated by EUGene, one could examine differences across regions or look for systematic variation in risk taking propensities.  Another purpose is to generate expected utility data that uses the most recent updates to the Correlates of War alliance, national capabilities, and MID data sets ensuring that researchers use the most accurate expected utility estimates available.  A final goal is to implement the methods of previous expected utility calculations, which Bueno de Mesquita and others published across a number of books and article, combining the various published calculations into a single, easily accessible package.

Steps in generating expected utility data.  EUGene takes as raw inputs a number of data sets, including national capability data, alliance data, country independence dates, contiguity and geographical location data.  The program then computes the COW national capabilities index, Tau-b scores for all dyads, risk attitudes of all states for all regions, and finally states’ expected utilities for war, negotiation, the status quo, and the other possible outcomes of the IIG.  In a final step, EUGene uses the states’ utility scores to predict the outcome expected in equilibrium for each directed-dyad year in the interstate system.  Appendix 1 of War and Reason contains the detailed formulas for the full operationalizations of the terms needed to estimate utilities and in turn the final IIG equilibrium predictions (with two clarifications made below).  The software provides users with some options for modifying these calculations.  For instance, users can modify the capability data used as input and regenerate utility predictions for sensitivity analysis, and a future version of the program will allow users to substitute Signorino and Ritter's (1999) "S" score for tau-b as the measure of alliance portfolio similarity used in calculations.  The steps carried out by EUGene to create final IIG equilibrium predictions are as follows:  

· The individual components of national capabilities are assembled into the COW national capabilities index for every country-year (Singer, Bremer, and Stuckey 1972).

· COW alliance data are used to calculate the tau-b score for each directed dyad in each year in the international system.  Such scores are directed because the states included in computing tau-b scores depend on the region in which they are expected to interact (Bueno de Mesquita, 1978, 1981:94-97).

· Geographic location and contiguity data are used to create the distance between each pair of states, with changes over time due to major territorial changes taken into account.

· Distance, tau-b and capability data are combined to create an estimate of the expected utility of war for each directed dyad-year.  The initial EU computation follows the methods in The War Trap, but does not adjust expected utility for risk attitude using The War Trap’s method.  That is, the scores generated are the sum of the bilateral and multilateral expected utility components (equation 6, Bueno de Mesquita 1981:59), but does not take the final step of introducing risk attitude.  [These scores are necessary to estimate risk attitude by updated methods in the next step.]  

· The initial expected utility values from the prior step are used to produce estimates of states’ risk attitudes for all years and with respect to each region in the system following the methods of Bueno de Mesquita (1985).  First, alliance data and expected utility data are used to generate actual (realized) national security portfolios for all state-years.  Hypothetical alliance data are then used to generate potential maximum and minimum security portfolios for all state-years.  The hypothetical security values are compared to actual security to compute each state’s annual risk attitude; the closer a state is to its security-maximizing alliance portfolio, the more risk-averse it is.
  

· Tau-b scores and risk attitude scores are combined following the methods of War and Reason (equations A1.1 to A1.6, Bueno de Mesquita and Lalman, 1992:293-294) to produce estimates of states’ utility for the status quo, their most preferred international political position vis-à-vis the opponent, and their least preferred international political position.  These are the estimates of UA(SQ), UA((A), and UA((B) for each directed-dyad year A-B.   

· Tau-b scores, distance data, national capability data and risk attitude scores (for states A, B, and third-party states within the relevant region of conflict) are combined following equations A1.7 to A1.10 of Bueno de Mesquita and Lalman (1992:294-297) to produce estimates of the probability of success PA for a state A in a military conflict against B, taking into account the likely behavior of possible interveners.

· The domestic cost term ( is measured (Bueno de Mesquita and Lalman, 1992:297) as UA(SQ).  Following the actual method of constructing variables that Bueno de Mesquita and Lalman used (Bueno de Mesquita, personal communication), the other cost terms  are set to 1.0.  Although these terms are defined theoretically and included as part of the expected utility equations, Bueno de Mesquita and Lalman had no way to measure them empirically.  Without this assumption, we could not construct complete measurements.
  

· The utility measurements UA(SQ), UA((A), and UA((B), the probability of success PA, and cost terms are combined following Table 2.2 of Bueno de Mesquita and Lalman (1992:47) to produce estimates of the utility of each of the eight outcomes of the IIG for each directed-dyad year.  

· The equilibrium outcome of the IIG played under complete and perfect information conditions is computed for each directed dyad year using the 2 states’ utilities for each of the eight IIG outcomes, following the logical conditions in Bueno de Mesquita and Lalman (1992:72-92).
  For every directed-dyad year, the 16 final expected utility values corresponding to the utilities of states A and B are used to compute equilibria.  Within the set of all dyads, the actual distribution of equilibrium predictions is such that approximately 12% of the cases have a status quo equilibrium prediction; 61% negotiation; 0.07% acquiescence by A; 0.5% acquiescence by B; and 29% a war initiated by A.  Within politically relevant dyads, the distribution of equilibria is status quo 15%; negotiation 65%; acquiescence by A 0.1%; acquiescence by B 1%; war initiated by A 22%.

In addition to final equilibrium predictions, most of the separate components used in computing them are available for output as separate variables from EUGene.  In particular, tau-b scores, risk scores, and the individual expected utility components may be selected for inclusion in output data sets.  The next version of the program will also save information about the best and worst hypothetical alliance portfolios found by our search algorithm.  This may allow analysts to examine risk attitude and "off the equilibrium path" security behavior (unrealized alternative alliance arrangements).  By making available such data, we hope to generate possible research questions that heretofore could not be examined. 

Differences from Existing Expected Utility Data

While we generated significantly more expected utility data than were available previously, we expected our output data and analysis to be potentially rather different from even the same cases in prior work because of updates to a number of elements important to required computations.  These differences could lead to different utility values and equilibria, potentially in every single dyad.  

· EUGene uses COW alliance and national capability data, both of which have been updated since Bueno de Mesquita and Lalman did their calculations.  

· We make one modification to the national capabilities data:  because data for British energy consumption was often missing between 1816 and 1850, we interpolated data on British energy consumption when it was missing for this period.  

· We use the most recent version (v2.1) of the COW MID data to identify disputes and dispute outcomes.  The new MID data set contains roughly twice as many disputes as the original MID data set.  In addition, outcome codings for many existing disputes are slightly different in the two data sets.  

· While The War Trap incorporated distance, War and Reason did not, since the empirical analysis was purely within Europe, where geographic distances are relatively small.  We add distance discounting back to the methods of War and Reason, discounting capabilities in each dyad ij such that a) the capabilities of the challenger i are adjusted by the distance to the target j, and b) the capabilities of third parties k are adjusted by the shorter of the distance to i or j.  The states k are those states that might contribute capabilities to help i or j.  They include those who are involved in the region of expected conflict for the directed dyad ij.  We followed Bueno de Mesquita’s region of conflict definition (1981:97).  

· Our method for computing state-to-state distance is slightly different from that used in The War Trap.  There, Bueno de Mesquita calculated actual port-to-port sea distances and capital-to-capital air distances from various reference sources.  In our program, we compute distance by taking the latitude and longitude of international cities and applying the “great circle” navigation distance formula to compute distance (Fitzpatrick and Modlin, 1986).  This method has the advantage of consistency and avoids a variety of issues in replicating shortest sea route distances given uncertain air and sea routes. In addition, countries that are contiguous on land we considered 0 miles apart.  We use the 1993 version of the COW contiguity data set for this computation.  

· The most important change and improvement in our computational methods lie in our computation of risk attitude scores.  Bueno de Mesquita (1985) discusses using hypothetical maximum and minimum-security portfolios to compute risk attitude, but does not lay out the underlying computations that go into producing those hypothetical scores.  Risk attitude is estimated by examining where a state's actual security arrangement falls between possible alliance arrangements that would maximize or minimize its security.  Hypothetical security scores are estimated by finding the combination of alliances for a state that maximize or minimize the function 
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, where E(Uji) is the expected utility of j for challenging i as defined in The War Trap.  That utility is a function of capabilities (which are fixed) and tau-b scores, which change as the alliances of state i change.  Each of i’s potential alliance configurations, requires the recalculation of each utility (ji) and then a re-summing.  While it does not take long to re-estimate security scores for any particular alliance configuration, the number of hypothetical alliance configurations (constituting the search space for the risk-attitude calculation problem) is huge.  The search space consists of all possible alliance patterns between state i and the other states involved in i’s region.  “Involved” states are those states that are members of the region, plus those states with major foreign policy commitments in the region as identified by Bueno de Mesquita, 1981:95-97).  In a region of 25 countries, for instance, which is typical of Europe, the search space is then 424 potential alliance patterns for state i.  This is because i could have any of 4 alliance types (defense, neutrality, entente or no alliance) with the 24 other states involved in the region.  It is impossible to exhaustively search this space for one country (424 is approximately 2.8 times 1014, or 300 trillion combinations), let alone 11,000 country-years (which is the scope of the international system from 1816 to 1993).  Bueno de Mesquita solved this problem by sampling 30,000 configurations per year from this space.  With different technology and algorithms available, we optimize using a genetic algorithm technique (Goldberg, 1989;  Holland, 1975)
 which performed a more systematic search of between 1000 and 2000 configurations per state per region per year.
  Given that we have in most cases identified different (and more accurate) best and worst security configurations, our risk scores differ from those reported in Bueno de Mesquita (1985).  

As Bueno de Mesquita and Lalman are careful to point out in their own work (1992:299), of course, these operationalizations are still likely to have measurement error in them that will make the empirical fit between the game equilibrium and actual outcomes imperfect at best.  

Software Verification of Expected Utility Equilibria

Even though we expect substantial differences between EUGene’s output and the earlier data, we performed a number of checks to verify that EUGene was producing proper expected utility scores.
  First we correlated expected utility scores constructed following the methods of The War Trap with the data printed in Tables A through C of the volume’s Appendix.  Regression of the new data on the reported expected utilities in cases of wars, interventions and threats gives an r of 0.78 (n=241 dyads).  This correlation could have been much lower because the data in the appendix of The War Trap is adjusted for risk attitude, while the raw utility scores we use at this stage do not yet have risk attitude factored in.  We next correlated our new risk scores with those generated through 1970 in Bueno de Mesquita (1985).  The number of state-years and the correlation between EUGene’s risk measure and the old data are as follows: Europe, n=3493, r=0.73; Asia, n=1437, r=0.51; Middle East, n=1765 r=.73; Americas, n=2740, r=0.46 (the 1985 data for the Americas region contains several illegal risk values greater than 1 as output by Bueno de Mesquita's Tolstoy software [Horn 1990]).  These values are all highly significant; differences here are attributable to the much larger search space we examine in finding hypothetical alliance patterns in our generation of risk scores.  Finally, we correlated the new estimates of the initiator’s utility for the status quo and acquiescence with those utilities in the War and Reason data set.  The Pearson’s r between EUGene’s data and the War and Reason data (707 dyads) is: 0.72 for the initiator’s utility for the status quo UA(SQ), 0.76 for the initiator’s utility for the status quo UB(SQ), 0.73 for the initiator’s utility for victory UA((A), 0.69 for the target’s utility for victory UB((B), 0.91 for the initiator’s utility for its own acquiescence UA((B).and 0.93 for the target’s utility for its own acquiescence UB((A).  

Technical Information

In terms of its appearance and use, EUGene runs under Microsoft Windows 95 (or higher) or Windows NT (version 4.0 or higher) on IBM-compatible PCs with at least 16 MB of memory, and has a standard Windows program interface.  Users have two main choices when they enter the program.  First, users can choose to construct an output data set containing any or all of the variables discussed previously.  A tabbed window provides the option for users to set the unit of analysis, population of cases, variables, case exclusions (for joiners or ongoing disputes, for example) relating to their output data.  The data emerge as a flat text (ASCII) file that can be read into spreadsheet or statistical analysis programs.  Second, they can re-compute expected utility data (or various components of it) after specifying a set of conditions, such as what distance discounting method to use.  Normally users will not have to do this, as we have already pre-calculated data following Bueno de Mesquita’s methods (the re-calculation options exist for users who wish to create new data sets to examine the sensitivity of the results to various assumptions).

EUGene is written in Borland, Inc.’s Delphi programming environment, an object-oriented Rapid Application Development package designed to create Windows programs, relying on a Pascal base.  The program currently consists of approximately 14000 lines of computer code split into 40 units and 25 Windows forms.  The program is copyrighted, but is available as a free download from http://wizard.ucr.edu/cps/eugene/eugene.html.  The downloadable program includes the main program executable file (about 950K), complete (60 page) documentation of the program, EUGene’s source code, and the complete expected utility data described in this paper (approximately 50 MB of data).  In addition to providing instructions for how to use the program, the program documentation further details the computations involved in making expected utility calculations and outlines key algorithms used in the program.  We welcome suggestions for corrections and improvements as part of ongoing program development.

Conclusion

By creating a user-friendly tool to assist in creating data sets of fundamental importance to quantitative IR, we intend to provide a valuable resource to help the community of scholars interested in understanding international politics.  The availability of complete data on expected utility running from 1816-1984 also enables broad testing of one of the most important theories of international politics, testing pursued in Bennett and Stam (2000a, 2000b).  EUGene will not solve all data set construction problems, of course.  In particular, the fundamental temporal level of aggregation in EUGene is the year.  EUGene implicitly directs researchers towards event history types of analysis.  While this does tilt us away from some types of data aggregations, it makes simple the construction of data needed to test dynamic multiple state models to take into account possible selection bias (Reed 2000).  If analysts require output or have input data at a finer level, EUGene is not the most appropriate tool to use.
  

Others may suggest that by making available tools that make quantitative data easily accessible, we are bypassing a filtering process that ensures that only skilled users will employ these data.  This may open the door for poor analysis, since users may create data sets that they do not fully understand, or where they are not forced to gain an appreciation for the nuances of the data they use.  For example, scholars who have wrestled first-hand with converting and using the Correlates of War MID data have had to become familiar with the critical issues involved in using it dyadically.  We believe that this danger is present even without the availability of tools like EUGene, given the ease of downloading data sets for replication and the fact that when using data sets such as the MID data, even experienced users may miss some nuances.  We believe that by providing extensive documentation, online help, and by confronting users with choices that they must make in the course of constructing a data set (for example choosing how to code initiators and joiners), we are actually making it easier for users to make informed choices about the data sets they construct.  In addition, we believe that EUGene can be a useful tool even for scholars well-versed in the data sets we employ, again simply by reducing the time it takes to construct data sets.

Further development of EUGene is continuing, with the intention being that future versions of the program will include non-directed dyads as an output option, additional variables, automated addition of user-supplied data sets, improved methods of tracking versions of input data, a mechanism to track the user selections and specifications made when creating particular output data sets, and internal calculation of new variables that derive from variables already in the program.  As new data become available (e.g. new COW alliance data), we plan to update our available data sets, and to recompute key variables (i.e. expected utility variables) before releasing new versions.  We also welcome suggestions about future improvements in the program.  With continued feedback and improvements, we hope that scholars will be able to pursue the quantitative study of international relations even more vigorously than they have to date.
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Figure 1:  International Interaction Game (Bueno de Mesquita and Lalman 1992)

Table 1.  Currently Included Variables and Data Sources

	Variable
	Unit of Analysis
	Source
	Original Citation

	Capabilities
	country-year
	COW national capabilities index (CINC)
	Singer, Bremer, and Stuckey (1972)

	Contiguity/Distance
	dyad-year
	Contiguity from COW contiguity data set;  Distance computed in EUGene
	Small and Singer (1982)

	Dyad Duration
	dyad-year
	Calculated in EUGene 
	

	Expected Utility (War Trap)
	dyad-year
	Calculated in EUGene
	Bueno de Mesquita. (1981)

	Expected Utility (War and Reason)
	directed dyad-year
	Calculated in EUGene
	Bueno de Mesquita. (1985), Bueno de Mesquita and Lalman (1992)

	International Interaction Game Equilibria
	directed dyad-year
	Calculated in EUGene
	Bueno de Mesquita and Lalman (1992)

	Home Region
	country-year
	COW system membership and region list
	Small and Singer (1982)

	Relevant Region of Conflict
	directed dyad-year
	Calculated in EUGene
	Bueno de Mesquita (1981)

	Major Power Status
	country-year
	COW system membership list
	Small and Singer (1982)

	MID Data (initiation, joiner, MID Number, hostility level, etc.)
	directed dyad-year
	COW MID data set (v2.1)
	Jones, Bremer, and Singer (1996)

	Peace Years
	dyad-year
	Calculated in EUGene
	Beck, Katz, and Tucker (1997)

	Political Relevance
	dyad-year
	Calculated in EUGene
	Maoz and Russett (1993)

	Regime/Polity Characteristics (democ, autoc, etc.)
	country-year
	Polity III
	Jaggers and Gurr (1995)

	Uncertainty (based on region)
	country-year
	Calculated in EUGene
	Bueno de Mesquita(1975);  Bueno de Mesquita and Lalman (1992)

	Risk Attitude (EUGene)
	country-year
	Calculated in EUGene
	Bueno de Mesquita. (1985)

	Risk Attitude (War Trap Revisited Data)
	
	Bueno de Mesquita (through Tolstoy software)
	Bueno de Mesquita. (1985);  Horn (1990)

	Tau-B
	dyad-year
	Calculated in EUGene
	Bueno de Mesquita. (1975);  Bueno de Mesquita (1981)

	Tau-B with System Leader
	country-year
	Calculated in EUGene
	Lemke and Reed (1998)


� Bueno de Mesquita’s tests in War and Reason were limited to 707 observations with a limited number of control variables.  The software described below generates roughly 800,000 observations on over 60 variables of interest to international relations scholars and students.


� A dyad-year is a pair of states in a given year, e.g. US vs. USSR 1984.  A directed-dyad-year data set separates each dyad into two directions which can designate action directed by one side against another.  Such a data set would include 1) US vs. USSR 1984, and 2) USSR vs. US 1984 for analysis.  


� If scholars wish to use data sets with a sub-annual level of temporal aggregation, e.g. the quarter, EUGene is not an appropriate tool.  But if scholars wish to create data sets with a longer aggregation time period (e.g., the decade), EUGene will create an annual data set which can be read into other statistical programs and then aggregated by the user (for example, by using the "aggregate" command in SPSS).


� Version 2.0, which is in development, will add non-directed dyad-years to this set.


� Zeev Maoz has developed a dyadic version of the MID data (Maoz 1999) that is designed to correct problems involved in converting the original MID data in dyadic format.  While Maoz begins by converting the original MID data sets into a dyadic format, he then conducts a variety of additional checks intended to verify that actual disputatious interaction occurred between the members of the dyad.  Maoz’s data will be incorporated in a future version of EUGene as an option.  


� Technically, the game predicts up to the mutual use of force.  Bueno de Mesquita and Lalman label this outcome “war,” but this does not imply that other conditions for war (such as sustained fighting and a high number of casualties) are met.  Theoretically, there is no separation between the mutual use of force and a larger war in the game.


� As EUGene was developed, we communicated frequently with Bueno de Mesquita who provided us with feedback, clarifications, and specified a number of details of auxiliary assumptions that were made during the development of the data used in War and Reason.  The complete source code and details of our software implementation are available for download and inspection with the program.


� War and Reason did not incorporated distance discounting into its calculations because the empirical analysis was purely within Europe, where all geographic distances are relatively small.  Since we are analyzing dyads worldwide, we reintroduce the distance discounting methods of The War Trap.  We generalize and make uniform the method for computing state-to-state distance by taking the latitude and longitude of international cities and applying the “great circle” navigation distance formula to compute distance (Fitzpatrick and Modlin 1996). For most dyads, we used the national capitals as the ends of the curve to compute distance.  However, in the case of the US and USSR, we used multiple cities as described in The War Trap.  In addition, we considered countries that are contiguous on land to be 0 miles apart.  We used the 1993 version of the COW contiguity data set for this computation.  We discount capabilities in each dyad ij so that 1) the capabilities of the challenger i are adjusted by the distance to the target j, and 2) the capabilities of potentially involved third parties k are adjusted by the shorter of the distance to i or j.  


� Identifying hypothetical alliance patterns that minimize and maximize security involves a search over literally millions of possible alliances per state per year.  In a region of 25 states with any of 4 alliance types possible with each other state, any one state has the possibility of allying in 424 overall alliance patterns.  It is impossible to exhaustively evaluate this space.  While Bueno de Mesquita sampled ~30,000 configurations per year, EUGene optimizes its search by implementing a genetic algorithm (Holland 1975, Goldberg 1989) and examining roughly 100 times more combinations than did Bueno de Mesquita (1985).  Even with these techniques, it took approximately 12 computer-months on 200 MHz Pentium-Pro PCs to produce the risk scores used here.  Users can take advantage of the data we generated without having to repeat this procedure.


� An additional implication of setting = (and so not measuring the magnitude of a first strike advantage) is that the utility of WarA and WarB is always equal.  The fact that  are set to 1.0 allows us to make unique equilibrium predictions for each dyad (with the exception mentioned in note � NOTEREF _Ref464369281 \h � \* MERGEFORMAT �11�), enabling us to avoid most of the problems discussed by Signorino (1999) of dealing with unknown cost parameters. 


� Because the utility of WarA and WarB is always equal (because =, above), there remains one indeterminate situation in solving the game.  Bueno de Mesquita and Lalman’s Domestic Proposition 3.1, the “Basic War Theorem,” specifies that logically a war will be started by state A if and only if the conditions UA(WarA)>UA(AcqA), UA(CapA)>UA(WarB), UB(CapA)>UB(Nego), and UB(WarA)>UB(AcqB) hold.  However, with U(WarA)=U(War�B), the first two conditions are incompatible, as they together imply UA(CapA)>UA(War)>UA(AcqA), which violates the basic theoretical condition of the game that UA(AcqA)>UA(CapA).  Because of this, we omit the condition UA(CapA)>UA(WarB) in order to generate the war equilibrium (see Bueno de Mesquita and Lalman 1992: 76n).  However, with this condition omitted, it is possible for a directed dyad year to satisfy the conditions for both the WarA and Status Quo equilibria.  In analyses we have undertaken elsewhere (Bennett and Stam 1999 ISQ), the results do not change significantly if we treat these cases as having a status quo equilibrium prediction instead of a WarA equilibrium.


� It is clear from these results and the actual frequency of conflictual interactions in the international system that the status quo is under predicted by the IIG and associated operationalizations, while negotiation and war are over-predicted.  With this clue, future work could focus on the logical conditions and associated operationalizations of these equilibria in particular.  For instance, it may be that measures of the utility of the status quo relative to other outcomes are underestimated in the operationalizations used by Bueno de Mesquita and Lalman, or that measures of the possible gains from conflict are overestimated by differences in foreign policy portfolios (tau-b scores), despite discounting capabilities for distance.  It could also be that the assumption that the war cost terms  equal 1 (made for empirical estimation purposes) is problematic, and instead the costs of war loom larger than the model assumes.  


� Genetic algorithms rely on analogies and insights from genetics and evolution to conduct effective search over very large spaces.  The algorithm works by creating a “population” of individuals who represent particular points in the search space.  For instance, one “individual” is an alliance pattern with the US, Britain, and France in a defense pact and all other states with no alliance;  a different individual has the US and USSR in a neutrality pact while US, Britain and France have a defense pact and all others have entente agreements, etc.  Each individual can be represented by a “chromosome” represented by a string of bits indicating the alliance membership of each state in the system.  Each individual (alliance pattern) in this population is assessed for “fitness,” which in this case is a measure of the security provided to a state within that pattern.  Through an iterated procedure, this population of individuals (points in the search space) go through successive generations, in which poor fitness (low security) alliance patterns are discarded, while high fitness patterns are kept.  Then, new points in the search space are added to keep the population size the same by recombining parts of multiple good alliance patterns into new patterns.  For instance, a new alliance working from the above population (assume both of the above patterns are relatively good at providing security) might maintain the US, Britain, and France in a defense pact, but combine that part of the alliance patter with other states having ententes with one another rather than no alliance.  By taking alliance patterns that are relatively good (provide more security) and combining and modifying elements of those patterns, search proceeds by improving on positive performance.  The genetic analogy comes in through the idea of a set of search points in a population, and by the way in which different alliance patterns combine to move the search forward, much as a new individual takes some of its parentage from the mother and some from the father.


� The data distributed with the program were generated using population sizes between 20 and 30, mutation probability of 0.05 per state per alliance configuration per iteration, and was assumed to stabilize after 8 generations without a change in the maximum (or minimum) security value found.  A single crossover point was used to produce successive generations, and the best two configurations found in each generation were “cloned” and included in the next generation.  Variations on these parameters, in particular increases in population size, only occasionally improved the optima identified.  After this best point was identified by the genetic algorithm, a random walk was followed to ensure that a true optimum was reported (i.e. no adjacent configurations were better).  Thus our optimization method was in the end a hybrid optimization method in which the genetic algorithm found the largest hills, and in the last iteration, a random search was used to follow that hill to its peak.  


� Our communications with Bueno de Mesquita while developing EUGene clarified key elements of the operationalization, such as that � XE "" �, � XE "" �, and  in the expected utility equations were set equal to 1 because they cannot be estimated.  Any programming errors, of course, remain ours.


� EUGene is also not, for example, the best tool to analyze data formatted as just a list-of-events formats (such as a list of wars or crises).  Such data on events must be transformed to fit into a data set including non-events, which EUGene does by focusing on the dyad-year or country-year as the unit of analysis.  Nor is it optimal for managing data such as relational data bases such as Sherfacs, although if such data are transformed to a dyadic format they could easily be merged into EUGene. 
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